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COMPILING COMPUTER PROGRAMS INCLUDING BRANCH INSTRUCTIONS

The present invention relates to the compilation of a computer program including

branch instructions, and in particular to a method of compiling a computer

program, a method of operating a compiler to compile a computer program and a

compiler.

Programs consist of blocks or strings of sequential instructions, which have a

single entry point (the first instruction) and a single exit point (the last instruction).

There can be a choice from a number of instruction blocks to be executed after

any particular block. When there is more than one possible block, a condition

must be used to determine which block to choose. The pattern of links between

blocks is called the program's control or flow graph.

These blocks of instructions are packed together in memory. When there is no

choice of subsequent block (block B), it can normally be placed immediately after

the first block (block A). This means that there need not be any explicit change in

control to get from block A to block B. Sometimes this is not possible, for

instance, if more than one block has block B as a successor. All but one of these

predecessors must indicate that the subsequent block will not be the next

sequential block, but block B. These are unconditional branches. Some blocks

have a choice of successor blocks. Clearly only one of the successors, for

example block B, can be placed sequentially afterwards. The other block, block

C, is indicated explicitly within block A. A conditional mechanism is used to

determine which block is to be chosen. If the condition is met, then the chosen

successor block is block C. If the condition is not met, then the chosen successor

is block B. These are conditional branches.

Branches are well known in the art and are essential for a computer system to

execute any program. Known computer systems contain a special register, the

instruction pointer register, which provides an indication of the address of the next
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instruction to execute. This register is usually automatically incremented after an

instruction executes, so that it now indicates the address of the next sequential

instruction. Branch instructions are used to change this behaviour. These branch

instructions specify an alternative address (the target location) for the next

executable instruction. Conditional branch instructions also specify a condition

which must be met for the alternative address to be used - otherwise the

instruction pointer will be incremented as usual. These branch instructions thus

define the end of a block of instructions.

In a non-pipelined computer system, the computer fetches, decodes and

executes to completion one instruction, before moving on to the next instruction.

However, in a pipelined system where fetch, decode and execution stages can all

operate simultaneously on a stream of instructions, it is possible to fetch

instructions which are not required. For instance, consider a system with a four

stage instruction pipeline with fetch, decode, execute and write stages. The

earliest that a branch instruction can be detected is in the decode stage, by which

time the next sequential instruction in memory will have already been fetched.

For an unconditional branch this must be thrown away, and new instructions

fetched from the target location. For conditional branches it is more complicated.

The condition must be evaluated to determine whether or not to change to the

target location. This will occur in the execute stage, thus the sequentially fetched

instruction must be stalled in the fetch stage, and only after the branch has been

executed can the pipeline proceed. If the condition was true, then the

sequentially fetched instruction must be ignored, and new instructions fetched

from the target location. The first pipelining applied to any processor architecture

is to issue instructions in advance, as this is one of the easiest speed-ups.

From the previous description, it is clear that the instruction after a branch

instruction is always fetched, but is only sometimes required, and that therefore a

pipeline bubble is created while determining what to do.
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A branching architecture is known for example from EP-A-689131 wherein a

branch is effected by the use of two separate instructions, a prepare to branch

(PT) instruction (sometimes referred to herein as a set branch instruction) and an

execute branch instruction (sometimes referred to herein as the effect branch

instruction). The set branch instruction loads the destination address for the

branch (referred to herein as the target address) into a target register. The effect

branch instruction causes the processor control to transfer to the target address

contained in the target register.

In a processor which comprises a program memory, instruction fetch circuitry and

an execution unit, the transfer of the processor control can be handled in a

number of ways. In one arrangement, two instruction fetch paths are provided,

one providing instructions from the instant instruction sequence and the other

providing instructions from the target address loaded by the branch set-up

instruction. When the branch is effected at the effect branch instruction, the

instructions loaded from the target address are switched over to supply the

execution unit in place of those from the instant instruction sequence. Other

implementations are possible and are discussed for example in the above-

referenced EP-A-689131.

The advantage of such a so-called "split branch" arrangement is that it allows the

set branch instruction to be moved earlier in the instruction stream. This means

that the processor is informed of the branch destination (target address) sooner,

and so is able to preload instructions starting from that target address so that by

the time the effect branch instruction is taken, the instructions at the target are

available to be executed. This is particularly useful in a pipelined architecture to

avoid pipeline stalls which would otherwise occur while addresses were being

fetched from a target address for a branch.

However, the effectiveness of implementation of the split-branch mechanism

depends upon a compiler of the program to locate the set branch instructions at



the best place in the instruction stream. There are a number of aims to optimise

the placement of the set branch instructions.

1. In general, the earlier the set branch instructions are in the instruction

stream, the more opportunity there is for the processor to preload branch target

instructions, thus avoiding pipeline bubbles and speeding up execution.

2. For repeatedly executed branch instructions, such as those inside loops, it

is possible to pull the set branch instruction completely outside of the loop. This

reduces the number of times that they are executed and so improves code speed.

3. Branches which share the same destination address can share a target

register, so only one per set branch instruction is necessary to set up the target

register. This improves both code speed and code size.

However, there is a trade-off. Pulling the set branch instructions very early in an

instruction stream may mean they are moved to a place where they are executed

unnecessarily, because the effect branch instruction is never reached. That is,

that particular branch is never taken because, for example, of intervening

branches or conditions.

Also, the further the set branch instructions are from the branch instructions

proper, the greater the pressure there is if there is a limited number of target

registers in the processor. To utilise a limited number of target registers, which is

sometimes a constrained resource in processors, it is necessary to reduce the

distance between the set branch instruction and the effect branch instruction as

far as possible in the instruction stream.

It is also important to make sure that a target register which has been loaded with

a target address by a set branch instruction is not overwritten when the program
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is executed until the corresponding effect branch instruction has used the target

address.

It is an aim of the present invention to be able to compile programs with improved

locations of set branch instructions, while keeping track of target registers.

According to one aspect of the present invention there is provided a method of

compiling a computer program from a sequence of computer instructions

including a plurality of first, set branch, instructions which each identify a target

address for a branch and a plurality of associated second, effect branch

instructions which each implement a branch to a target address, the method

comprising:

reading said computer instructions in blocks;

defining a set of target registers associated with each block for holding

target addresses for the set branch instructions in that block;

defining as a live range of blocks a set of blocks for which a target address

of a particular set branch instruction is in a live state; and

using said set of target registers and said live range to ensure that target

registers holding target addresses in a live state are not available for other uses.

Another aspect of the invention provides a method of operating a computer

system to compile a computer program from a sequence of computer instructions

including a plurality of first, set branch instructions which each identify a target

address for a branch and a plurality of second, effect branch instructions which

each implement a branch to the target address specified in the associated set

branch instruction, the method comprising:

executing a dominator tree constructor function in the computer system to

read said computer instructions in blocks and to define a set of target registers

associated with each block for holding target addresses for the set branch

instructions in that block;



executing a live time tracking algorithm to define as a live range of blocks a

set of blocks for which a target address of a particular set branch instruction is in

a live state, said live time tracking algorithm being operable to use said set of

target registers and said live range to ensure that target registers holding target

addresses in a live state are not available for other uses.

The step of comparing can be carried out by storing the "best-so-far" candidate;

or by holding cost parameters in a value table.

A further aspect of the invention provides a compiler for compiling a computer

program from a sequence of computer instructions including a plurality of first, set

branch instructions which each identify a target address for a branch and a

plurality of associated second, effect branch instructions which implement a

branch to the target address specified in the associated set branch instruction,

the compiler comprising:

a dominator tree constructor for reading said computer instructions in

blocks and for allocating each set branch instruction to an initial node in a

dominator tree, said initial node being located in the block which contains the

corresponding effect branch instruction;

means for defining a set of target registers associated with each block for

holding target addresses for the set branch instructions in that block;

means for executing a live time tracking algorithm which defines as a live

range of blocks a set of blocks for which a target address of a particular set

branch instruction is in a live state, and which is arranged to use said set of target

registers and said live range to ensure that target registers holding target

addresses in a live state are not available for other uses.

Accordingly, in the described embodiment of the invention, while set branch

instructions are migrated, the compiler keeps track of the "live" target registers to

ensure that when the final program is executed, target registers holding "live"

target addresses are not overwritten.



For a better understanding of the present invention and to show how the same

may be carried into effect reference will now be made by way of example to the

accompanying drawings in which:

Figure 1 is a schematic diagram illustrating split-branch instructions;

Figure 2 is a schematic diagram illustrating split-branch instructions with

conditions;

Figures 3A to 3C illustrate in general terms a control flow graph of a

program prior to branch migration, a dominator tree for the control flow graph and

the control flow graph of the program after compilation;

Figures 4A, 4B and 4C illustrate one specific example of a control flow

graph for a code sequence prior to compilation, a dominator tree for the control

flow graph and the control flow graph of the program after compilation;

Figure 5 is a block diagram of a compiler; and

Figures 6A and 6B illustrate another example of a control flow graph and a

dominator tree for the control flow graph.

In the discussion which follows of the preferred embodiment of the present

invention, an understanding of various basic compiler techniques is assumed.

In compiling a computer program, the program is first divided into functions which

are implemented by groups of code sequences. The code sequences are

referred to herein as blocks. Control-flow graphs are discussed from a compiler

point of view in Section 9.4 and in Chapter 7 of "Compilers: Principles,

Techniques and Tools", authored by Aho, Sethi & Ullmann and published by

Addison-Wesley, 1986. A dominator tree of basis blocks is constructed from the

control-flow graph, once again in accordance with known techniques.

Dominator trees are discussed in the Aho et al reference just referred to. One

way of constructing them is disclosed in a paper entitled "A Fast Algorithm for
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Finding Dominators in a Flow Graph", ACM Transactions on Programming

Languages and Systems (TOPLAS)", Vol. 1 No 1, July 1979, pages 121-141,

authored by Thomas Lengauer and Robert Endre Tarjan, referred to herein by

way of example.

Before describing the compiling technique of the invention, reference will first be

made to Figures 1 and 2 to explain the concept underlying the branching system

of the present invention. Figure 1 illustrates three blocks of instructions in

memory, Block A, Block B and Block C. Each block comprises a first instruction

which in each case is a set branch instruction Set B, Set C, Set D, respectively, a

sequence of subsequent instructions for example Inst A1, Inst A2 ... Inst Ai-1 in

Block A and a last instruction which in each case is an effect branch instruction

referred to herein as Do. Assume that the sequence of instructions in Block A is

being fetched, decoded and executed in a pipelined computer system. On

execution of the first instruction Set B, a target location for a branch is stored, in

this case identifying the memory address of the first instruction Set C of Block B.

However, no action is taken at this stage other than to store the target location

and possibly to set up the memory containing Block B. for an access, for example

by moving the relevant memory addresses to a local cache. The instructions in

Block A continue to be fetched, decoded and executed until the last instruction,

Do, is being executed. Execution of this instruction causes an effect branch

signal to be generated which causes the execution unit to address as its next

instruction the target location set up by the set branch instruction Set B. Thus,

the next instruction to be fetched from memory is the first instruction Set C of

Block B. This is indicated by the dotted arrow in Figure 1.

Figure 1 illustrates the case for unconditional branches, that is branches that will

inevitably be taken. Figure 2 illustrates the position for conditional branches, that

is branches that may or may not be taken depending on whether or not a

condition which has been evaluated is satisfied. Figure 2 illustrates the case

where a third instruction is used in addition to the set branch instruction and effect



branch instruction described above with reference to Figure 1. It is also possible

to implement conditional branches using a conditional DO instruction.

Figure 2 illustrates three sequences of instructions held in memory as Block A,

Block B. and Block C. Block B is shown contiguous to Block A and is arranged in

memory such that if instructions are fetched from memory using sequential

memory addresses then instructions will be normally fetched in the sequence of

Block A followed by Block B. Block C is shown located elsewhere in memory. As

in Figure 1, each block comprises a first instruction which is a set branch

instruction (Set C in Block A, Set D. in Block B and Set E in Block C). Block A
then additionally comprises a sequence of instructions to be executed including a

confirm instruction and the last instruction which is the effect branch instruction.

As described above with reference to Figure 1, instructions are fetched, decoded

and executed. When the first instruction of Block A is executed it is identified as a

set branch instruction with a target location identifying the memory address of the

first instruction Set E in Block C. Instructions in Block A continue to be fetched,

decoded and executed until the confirm instruction is reached which has a

condition associated with it. If the condition is satisfied, the branch is confirmed

and execution of the effect branch DO at the end of block A will cause th.e branch

identified by the target location to be taken as indicated by the dotted line in

Figure 2. Thus, the next instruction to be fetched, decoded and executed will be

the first instruction Set E of Block C. If the confirm condition is not satisfied, the

branch will not be taken when the effect branch instruction is executed but

instead the next instruction to be fetched, decoded and executed will be the first

instruction Set D of Block B which sequentially follows Block A in memory.

It will be appreciated that in order to implement branches as described above with

reference to Figures 1 and 2, a target register must be provided for storing the

target location indicated by the set branch instruction.
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Reference will now be made to Figures 3A to 3C to describe the principles of the

present invention. In the following, set branch instructions are referred to as PT

instructions. Figure 3A shows the blocks bb in the control-flow graph of a function

in the computer program to be compiled. Each block contains a plurality of

instructions of which only the set and the effect branch instructions are labelled.

It is assumed that the instructions are being executed in order starting from the

top of the control-flow graph, that is from the first instruction marked in block bbO.

Prior to branch migration, the computer program is written so that in each block

the set branch instruction is followed directly by its associated effect branch

instruction. In the example of Figure 3A, the block bb1 contains a set branch

instruction PT^ and its associated effect branch instruction B1. Depending on

whether or not the branch is taken, the execution sequence would proceed from

the blocks bb1 either to the block bb2 or the block bb3. This is denoted by the

BRANCH and NOT BRANCH denotations on the arrows in Figure 3A. The

branch block, bb2 includes a set branch instruction PT2 together with its

associated effect branch instruction B2 . The not branch block bb3 has a

successor block bb4. Block bb4 has a set branch instruction, PT3 with its

associated branch instruction, B3 .

Blocks bb5 and bb6 represent the branch and not branch alternatives for the

effect branch instruction B 2 in the block bb2.

Figure 3B illustrates the dominator tree for the control-flow graph of Figure 3A.

Each node in the dominator tree represents a basic block in the original control

flow graph, for example NODE 0 represents bbO, NODE 1 represents bb1, etc.

Each set branch instruction has an initial node in the dominator tree, which is the

node representing the basic block containing the associated effect branch

instruction. Thus, the initial node for the set branch instruction PT 1( which is

labelled NODE1 in Figure 3B, is at the block bb1. The initial node for the set

branch instruction PT2 is at node 2 representing bb2. The initial node for the set

branch instruction PT3 is at node 4 representing block bb4. The compiler forms a
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priority list 20 which contains all of the set branch instructions in a priority order,

the highest priority instructions being those that are executed most frequently. In

the example of Figure 3A, the priority order is PT1t PT2 ,
PT3 .

For each PT instruction in priority order, the compiler analyses the effect of

moving the PT instructions to each of the initial node's ancestors in the dominator

tree. The benefit of migrating the PT instruction to each ancestor node is

estimated using a cost heuristic, and the compiler chooses to migrate the PT

instruction to the ancestor which has the greatest benefit based on this cost

heuristic. Additionally, if the PT instruction is migrated to a node that dominates

other branches to the same destination, then the PT instructions associated with

those other branches can be deleted, and the migrated PT instruction used

instead. This is advantageous in reducing the number of target registers required

to hold target addresses from a number of set branch instructions. Another

advantage is that the number of PT instructions is reduced, improving the speed

and the size of the program.

Figure 3C is one possible outcome following migration of the control flow graph of

Figure 3A. That is, the set branch instruction from node 4, PT3 has been migrated

to node 3 (as illustrated by the dotted line between node 4 and node 3 in the

dominator tree of Figure 3B. Similarly, the set branch instruction at node 1, PT,

has been migrated to node zero. The set branch instruction at node 2, PT2 , has

not been migrated to its ancestor.

The cost heuristic which is used to estimate the benefits of migrating the PT

instruction will now be discussed in more detail.

The benefit of migrating a PT instruction from its initial block, bb
jnjt , to another

basic block, bbnew , is calculated as:

cost(PT, bbnew ) - cost(PT, bb
init)
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where cost is an estimate of the run-time cost of placing the PT instruction in a

particular candidate basic block, in terms of machine cycles. The compiler holds

information about the ancestor node and the benefit for each potential migration.

If a PT instruction is being migrated to a basic block which dominates another PT

instruction that computes the same target address, then the other PT can be

deleted and its associated effect branch instruction rewritten to use the target

address computed by the PT that is being migrated. This is done if it has positive

benefit, where the benefit is defined as:

cost(PT,bbnew)
- [cost(PT,bb

init)
+ cost (PT2,bb2 init)]

Where cost(PT2,bb2 jnjt) is the cost of the other (deleted) PT instruction in its initial

basic block bb2
init

.

So in general, if a PT instruction PT0 is migrated from its initial node, bbO
init , to

another basic block bbOnew , and in the process we are deleting n other PT

instructions, PT, ... PTn , then the benefit is calculated as:

n

cost(PT0,bbOnew) - Z cost(PTx,bbxinit)

x = 0

The basic cost is the pitch of a PT instruction multiplied by the execution

frequency of the basic block bb. The pitch of the instruction is the number of

cycles from when the PT is issued until another instruction can be issued, and is a

property of the microarchitecture. The execution frequency is either estimated by

the compiler, or obtained using profiling feedback information.
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To the basic cost, further costs can be added depending on the circumstances:

i) it may be necessary to take into account the possibility of stalls occurring

because the effect branch instruction accesses the target register before

instructions from the target address have been prefetched. This can occur both

when the PT instruction and the effect branch instruction are in the same basic

block, and when they are in different basic blocks.

If they are in the same basic block, then the compiler determines how far the

instruction can be pulled forward within that block. If this is not far enough to

avoid stall cycles, then the compiler adds to the basic cost the number of stall

cycles multiplied by the basic block's execution frequency.

If they are in different basic blocks, then it is not in general possible to estimate

the distance between the PT and the effect branch instructions. However, if only

a small number of instructions (e.g. 4-5) are required between the PT and the

effect branch instructions to avoid stalling, then the accuracy of this is not quite so

critical. The heuristic can recognise the case where the candidate basic block is

the immediate predecessor of the block containing the effect branch instruction,

and calculates the distance to be the size of the block containing the branch

proper plus the number of instructions the PT can be placed before the end of the

candidate basic block.

ii) If the migrated PT instruction would need to use a callee-save target

register, then the cost of saving and restoring this target register on function entry

and exit is added to the basic cost. This is the number of execution cycles

required by the instructions that do the save and restore, multiplied by the

execution frequency of the function entry-point.

A specific example will now be discussed.
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Figure 4A shows the control-flow graph prior to branch migration created from the

following C code:

int fn (int c)

{

int i;

for (i = 0; i < c; i++)

{

if (i > 5)

c - = i;

else

C++;

}

return c;

}

The dominator tree for this control-flow graph is shown in Figure 4B. The control

flow graph for the program after branch migration is shown in Figure 4C.

In Figure 4A, the blocks are labelled with their execution frequency, for example,

block C has an execution frequency of 30. Each block has a sequence of

instructions and the blocks A to F together implement the function fn ().

Before discussing the example illustrated in Figures 4A to 4C, for the sake of

completeness an explanation of each of the illustrated instructions is given below:

MOVI <IMM>,R3 - loads the specified immediate value (IMM) into the identified

register R3;

PTA F.TR3 - loads the address of block F into the target register TR3;
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BGE R3,R2,TR0 - effects a branch if R3 is greater than or equal to R2, to the

address contained in the target register TRO;

SUB.L.R2,R3,R2 - subtracts the value in register R3 from the value in register R2

and loads the result into register R2;

BLINK TR0,R63 - effects an unconditional branch to the address contained in

TRO;

ADDLL R2,1,R2 - increments the value in register R2 by one and loads the result

into R2;

BGT R2,R3,TR0 - effects a branch if the value in register R2 exceeds the value

in register R3, to the destination address contained in target register TRO;

PTABS R1 8,TR0 - loads the value of register R1 8 into the target register TRO.

Blocks A, B, C, E and F each contain PT instructions which are labelled

respectively PT1, PT2, PT3, PT4 and PT5. Their associated branch instructions

are, in this example, each located in the same basic block bb and are labelled B1,

B2, B3, B4 and B5 respectively. Firstly, the compiler makes a list of the PT

instructions in order of priority based on their frequency of execution. In the

present example, this is PT2, PT4, PT3, PT1, PT5. The frequency of execution is

the number given in brackets below each block designator.

The nodes in the dominator tree are illustrated in Figure 4B. Each node is

marked with the PT instruction which is located at that node according to the

compiler algorithm.

The PT instruction PT2 would be analysed first, but the principles of analysis are

discussed below with reference to the next instruction PT3 in block C. The
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dominator tree tells us the blocks to which this PT could be migrated: they are

blocks B and A, the ancestors of block C. The costs for the original block, C
t
and

blocks B and A are calculated as follows:

Block C The basic cost is the frequency of the block multiplied by the pitch of

the PT instruction. If we take the pitch to be two cycles, then the

basic cost is 30 x 2 = 60.

However, in block C, only one instruction (the SUB.L) can be placed

between the PT and the branch instruction that uses the value, so

additional stall cycles are incurred. If there are three stall cycles,

then an additional 3 x 30 = 90 is added to the basic cost, making the

total cost 150.

Block B The execution frequency of block B. is 90, the pitch of the PT is 2,

so the basic cost is 90 x 2 = 180.

Block B is a predecessor of the initial block (block C), so the cost

heuristic will again take into account the potential for stall cycles. If

the PT is placed in block B, then two instructions can be placed

between it and the branch that uses its value: the BGE from block B,

and the SUB.L from block C, this is still not enough to avoid stall

cycles. There are two stall cycles, so an additional 2 x 90 = 180 is

added to the basic cost, making the total cost 360.

The benefit of migrating the PT from block C to block B is the

difference between the cost in block C and the cost in block B, i.e.

150 - 360 = -210. In this case the benefit is negative, i.e. migrating

to block B. will make the code slower.
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Block A The execution frequency of block A is 10, so the basic cost in block

A is 10x2 = 20.

As block A is neither the initial block (C) nor a predecessor of the

initial block, no extra cost is added to account for stall cycles.

The benefit of migrating the PT from block C to block A is 150 - 20

= 130. In this case, the benefit is positive, so it is worthwhile to

migrate the PT to block A.

We would choose to migrate the PT to the block with the greatest benefit, which

is block A.

The migration of PT3 is illustrated in the dominator tree of Figure 4B by a dotted

line. Likewise, the migrations of the other set branch instructions are so

illustrated. Figure 4C shows the control flow graph of the program after

compilation. As can be seen, all of the set branch instructions have in fact been

migrated into block A. It will be noted that this has involved the use of different

target registers, TR1, TR2 and TR3 in place of the target register TR0 in the

original set branch instructions. This is because it is now necessary to set up four

target locations in separate registers which will not be utilised until the effect

branch instructions are reached.

Figure 5 shows a block diagram of a compiler at three levels. The diagram is in

schematic form only, with square blocks illustrating the functions implemented by

the compiler. Along the top of Figure 5 are shown the four main functional blocks

of the compiler. A source program SP is supplied to an analysis block 21 which

carries out lexical syntax and semantic analysis on the source program. The

results of that analysis are supplied to an intermediate code generation block 22

which generates code in an intermediate format in which optimisation can be
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accomplished. This optimisation is carried out by a code optimisation block 24.

Finally, target code TC is emitted via a target code emission block 26.

The code optimisation block 24 is shown in expanded format in the second line of

Figure 5. It receives the control flow graph CFG generated by the intermediate

code generation block 22. A first code optimisation block 28 carries out

preliminary optimisations on the control flow graph CFG,N A PT migration block

30 then acts to migrate the branch instructions as discussed above. Finally, a

further code optimisation block 32 carries out final optimisations on the code and

generates an output control flow graph CFGOUT which is supplied to the target

code emission block 26. The PT migration block 30 is shown in more detail in the

lower part of Figure 5.

The PT migration block 30 includes a dominator tree constructor 42 which

receives the input in the form of the control-flow graph CFG IN as illustrated for

example in Figures 3A and 4A and is responsible for reading the instruction

blocks bb and generating the dominator tree 43, an example of which has been

discussed with reference to Figure 3B and 4B. A lister 44 lists the set branch

instructions in order of priority to generate the priority list 20. The priority list 20 is

held in a store 46 in the compiler. A cost heuristic 48 determines the benefit for

each potential migration of the PT instructions and holds the "best-so-far"

candidate, which is the candidate with the minimum cost so far. The initial "best-

so-far" candidate is the initial node. When a candidate is found with a lower cost

than the "best-so-far" candidate, that candidate is made the new "best-so-far"

candidate.

After the cost heuristic 48 has determined the best location for each set branch

instruction, a migration block 50 migrates the set branch instruction to the best

location. Finally, the output control flow graph CFGOUT is generated by the

migration block 50.
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As an alternative to holding the "best-so-far" candidate, a value table can be used

which loads the values determined by the cost heuristic 48 defining the benefit for

each potential migration of the PT instructions. That value table can then be used

to determine the best location for the set branch instructions in the final program.

It will readily be appreciated that other alternative implementations are possible in

the compiler.

In order for a set branch instruction to be migratable, there needs to be a target

register free in the final processor on which the code will be executed to hold the

branch destination address throughout the time that it may be required by branch

instructions. This is termed herein the "lifetime" of the target register. In most

processors, target registers are a constrained resource and therefore it is not

normally possible just to have available a large enough number of target registers

to ensure that there is always one free. Reuse of target registers imposes a

constraint on split branch semantics. To alleviate this, there is described below

an algorithm which tracks the lifetimes of target registers. The algorithm has

been created in a manner such that it uses an incremental technique to maintain

the lifetimes of target registers, as PT instructions are migrated, thereby to reduce

computational time.

When a PT instruction is to be migrated, the target address that it computes is

loaded into a target register which is "live" at all instructions between the PT

instruction and the branch instruction that uses that target address. It is

necessary to ensure that the target register selected to hold that target address is

not used for any other purpose between the PT and the branch. This is achieved

by calculating a "live range" of the target address, and ensuring that the target

register has no other uses within that live range. The "live range" is the set of

basic blocks in which the target address for the PT instruction needs to be live,

i.e. it has been calculated by the PT, but not yet used by the branch.
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Each basic block in the control-flow graph has an attribute, bb live tars , the set of

target registers in use at some point in that block. In the initial generated code,

only the target register TRO is used, so initially for each basic block the attribute

bb
iiVe_tars is the set {TRO}. However, called functions can use caller-save target

registers, so for basic blocks containing function calls bb
live tars also includes the

caller-save target registers. As PT instructions are migrated, and new target

registers allocated, then for each basic block in the newly allocated target

register's live range, the attribute bb,iveJare is updated to include the newly

allocated target register.

Given a live range L for a particular target address, we can therefore calculate the

set of target registers used in that live range by forming the union of the attribute

bb
!jve tars sets for each basic block in L.

Calculating individual live ranges is in general an iterative dataflow problem and

can be time-consuming. However, we can take advantage of some features of

the problem we are solving to speed up the live range calculations.

The live ranges to be computed are formed as we walk up the dominator tree

finding candidate basic blocks to migrate to.

For the initial position bb
init , the live range is simply the set {bb

init}. As we move up

the dominator tree from a node bb to its parent bbparent , then given the live range at

bb, we can calculate the live range at bbparent using the following algorithm:

"live range at bb_parent" = "live range at bb" union { bb_parent };

workset = live range at bb;

while (workset is not empty}

{

take block from workset;

if block is not already in "live range at bb_j>arent" then
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{

add block to "live range at bb_parent";

for each predecessor of block,

if predecessor is not already in "live range at bb_parent"

add predecessor to workset;

}

}

This algorithm walks the control-flow graph from each basic block in the existing

live range towards the root of the graph. As bbparent dominates all blocks in the

existing live range, all walks from a member of the existing live range towards the

root of the graph are guaranteed to reach bbparent and thus terminate (loops in the

control-flow graph are avoided by not visiting a block that has been visited

previously).

To save computational time, the set of target registers used in a live range is

computed at the same time that the live range is computed, also incrementally;

i.e. given a live range L which uses target registers TL) if basic block bb is added

to L, then the augmented live range uses the set of target registers TL union

bbMvejars .

As the dominator tree is walked to find the best basic block for a PT to migrate to,

it is possible to encounter a block that dominates another branch to the same

location. In this case that branch can be changed to use the target address

calculated by the PT instruction that is being migrated. The PT instruction that is

associated with that branch can be deleted. However, if the branch is changed to

use the PT instruction under migration then the live range of the migrated PT

target address must be updated. Incremental live range calculation can be

updated to handle this case fairly straightforwardly by observing that the new

branch is dominated by some block in the current live range, therefore a control-

flow graph walk from the new branch towards the root of the control-flow graph
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will always reach the live range. So given the live range at basic block bb, and a

branch instruction in bbbranch , the following algorithm will calculate the new live

range if the branch is rewritten to use the target address calculated by the

migrated PT instruction:

"new live range" = "live range at bb";

workset + { bb_branch };

while (workset is not empty }

{

take block from workset;

if block is not already in "new live range" then

{

add block to "new live range";

for each predecessor of block,

if predecessor is not already in "new live range"

add predecessor to workset;

}

}

This is just a minor variation on the incremental live range calculation when

walking up the dominator tree, and it is straightforward to share code for both

calculations.

Reference will now be made to a specific example in conjunction with Figures 6A

and 6B. Figure 6A is an example control flow graph of the type already illustrated

in Figure 4A. To distinguish the block references from those in Figure 4A, the

blocks are referred to with primes, that is A', B\ C, D\ E\ F\ G' and H\ The

detail of the code inside each block is not given. Only the code in blocks E' and

F
1

are illustrated. These blocks both contain set branch instructions as follows:

block E' PTH.TRO
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block F' PTH.TRO.

The effect of migrating the PT instruction in block E' is analysed first. The initial

live range is {E'}. The effect of migrating the PT instruction to the dominator of

block E\ i.e. block C is analysed using the cost heuristic discussed above. At

this point the live range becomes {C',E'}.

The next possible location is block B' and the live range is consequently {B\C\E'}.

It can be seen at this point from both the control flow graph in Figure 3A and the

dominator tree of Figure 3B that at this point the PT instruction in block F' is

dominated. As this instruction is thus now duplicated the prepare to branch

semantics of the set branch instruction in block E' so it can effectively be replaced

by the PT instruction under migration. This has the consequence that the target

address calculated by the PT instruction under migration must reach the effect

branch instruction (BLINK R63,TR0) jn block F. Thus, the live range now covers

{B\C\E\D\F*}-

In the above process, each block has an attribute bb
Iive tars as shown in Table I.

Table I

bblivetars(B')={TR1}

bb1ivetars(C>{TRO}

bbliveJars(D')={TRO, TR1
,
TR2, TR3}

bb^sCE'^fTRO}

bb !ive_tars
(F')={TRO}

Note in particular that Block D' contains a function call CALL fn and thus must be

assumed to modify all caller-save target registers. The caller-save target

registers are defined by the target applications binary interface (ABI) the compiler

is using. In this example we have assumed the caller-save target registers are
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TRO, TR1, TR2 and TR3. When the effect of migrating the PT instruction in block

E' is analysed, the initial live range is {E'}, and the set of target registers is union

E', bbliveJars(E'), i.e. TRO. When the live range changes to {C,E} as explained

above, the set of target registers still contains just TRO. Thus, if the PT instruction

is migrated to block C, any target registers other than TRO may be used to

contain the target address. When the live range changes to {B'.C'.E'.D'.F'}, the

set of target registers is {TR0.TR1 ,TR2,TR3}. Thus, none of these four target

registers may be used to hold the target address.
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CLAIMS:

1. A method of compiling a computer program from a sequence of computer

instructions including a plurality of first, set branch, instructions which each

identify a target address for a branch and a plurality of associated second, effect

branch instructions which each implement a branch to a target address, the

method comprising:

reading said computer instructions in blocks;

defining a set of target registers associated with each block for holding

target addresses for the set branch instructions in that block;

defining as a live range of blocks a set of blocks for which a target address

of a particular set branch instruction is in a live state; and

using said set of target registers and said live range to ensure that target

registers holding target addresses in a live state are not available for other uses.

2. A method according to claim 1 , which comprises the steps of:

allocating each set branch instruction to an initial node in a dominator tree,

said initial node being the node which contains the corresponding effect branch

instruction; and

migrating one or more said branch instruction to an ancestor node in the

dominator tree.

3. A method according to claim 2, wherein, during said step of migrating said

at least one set branch instruction, the live range of blocks is incrementally

updated.

4. A method according to claim 3, wherein, during said step of migrating said

at least one set branch instruction, the set of target registers holding target

addresses in a live state is simultaneously incrementally updated.
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5. A method according to any preceding claim, wherein the union of said set

of target registers and said live range is taken to define target registers holding

target addresses in a live state.

6. A method of operating a computer system to compile a computer program

from a sequence of computer instructions including a plurality of first, set branch

instructions which each identify a target address for a branch and a plurality of

second, effect branch instructions which each implement a branch to the target

address specified in the associated set branch instruction, the method

comprising:

executing a dominator tree constructor function in the computer system to

read said computer instructions in blocks and to define a set of target registers

associated with each block for holding target addresses for the set branch

instructions in that block;

executing a lifetime tracking algorithm to define as a live range of blocks a

set of blocks for which a target address of a particular set branch instruction is in

a live state, said lifetime tracking algorithm being operable to use said set of

target registers and said live range to ensure that target registers holding target

addresses in a live state are not available for other uses.

6. A method according to claim 5, which comprises the step of executing a

migration function which migrates at least one set branch instruction to an

ancestor node in the dominator tree.

7. A method according to claim 6, wherein said lifetime tracking algorithm is

operable to define said live range of blocks on an incremental basis as the at

least one set branch instruction is migrated.

8. A compiler for compiling a computer program from a sequence of computer

instructions including a plurality of first, set branch instructions which each identify

a target address for a branch and a plurality of associated second, effect branch
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instructions which implement a branch to the target address specified in the

associated set branch instruction, the compiler comprising:

a dominator tree constructor for reading said computer instructions in

blocks and for allocating each set branch instruction to an initial node in a

dominator tree, said initial node being located in the block which contains the

corresponding effect branch instruction;

means for defining a set of target registers associated with each block for

holding target addresses for the set branch instructions in that block;

means for executing a lifetime tracking algorithm which defines as a live

range of blocks a set of blocks for which a target address of a particular set

branch instruction is in a live state, and which is arranged to use said set of target

registers and said live range to ensure that target registers holding target

addresses in a live state are not available for other uses.

9. A compiler according to claim 8, which comprises a migration function for

migrating a set branch instruction to one of said ancestor nodes in the dominator

tree.

10. A compiler according to claim 9, which comprises a determiner for

determining the effect of migrating said set branch instruction to each of a set of

ancestor nodes in the dominator tree based on a performance cost parameter.



THIS PAGE BLANK (uspto)



BLOCK A

DO

INSTAi-1

1NSTA2

INST A1

SETB

00

INSTBj-l

INST B2

INST 81

SETC

1

BLOCK C

DO

INST Ck-1

INST C2

INST CI

*| SETO

CD

INSTB1

SETO

DO

C_3

INSTAi-1

CONFIRM

SETC

FIG. 2.

DO

CONFIRM

SETE

CO



THIS PAGE BLANK (uspto)





THIS PAGE BLANK (uspto)





•)

THIS PAGE BLANK (usero.



v>\> A:
(10)

MOV! 0, R3

MOVI 5.R4

PTA F, TRO

BGE R3.R2.TRq,

B:

(90)

PTA D. TRO

BGE R4.R3.TR0

C:
(30)

SUB.L R2.R3.R2

J
PTAE.TRO •

3
BLINK TR0.R63.

(90)

bb

03

D:
(60)

ADDI.L R2.1.R2

E: ADDI R3.1.R3

PTA B. TRO ^"<f

BGT R2.R3.TR0

/

F:
(10)

PTABS R18.TR0-

BLINK TR0.R63

/ B(PTa V, FCP"

( PTj) C D E Q p-r^



THIS PAGE BLANK (uspto)



A:
(10)

B:

(90)

PTA Ft TRO

PTABS R18TR4

PTA D. TR1

PTA E.TRO

PTA B, TR2

MOVI 0, R3

MOVI 5.R4

BGE R3.R2.TR0

1

BGE R4.R3.TR1

C:
(30)

SUB.L R2.R3.R2

BLINK TR3.R63

D:
(60)

ADDI.L R2.1.R2

E:

F:
(10)

ADDI R3.1.R3
.

BGT R2.R3.TR2

BLINK TR4.R63

T

^C^yxEL ^CI



THIS Rage BLANK (USfTO)



source
program

Lexical

,

syntax &
semantic
analysis

£2.

1-

Intermediate
code
generation

Code
optimization

Target
code
emission

target
code

TC

CFG
in

Construct
dominator
tree

T

Determine
best
location
for each
PT

Migrate
PT to best
location

CFG
out

—

W

Dominator
tree

;$t f Priority
List JiO

-30

Figure tj*



THIS PAGE BLANK (uspto)





THIS PAGE BLANK
iuspto)


